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A Transformer-based Diffusion Model
Processor for Real-time and High-quality
Image Generation
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Abstract

In recent years, image generative Al has achieved unprecedented
breakthroughs. Users can generate high-quality images simply by providing
text prompts or class labels. Among existing approaches, diffusion models
have become the dominant method for image generation due to their
superior generation quality. However, current image generation still relies
on cloud-based GPU servers because of the large model size and substantial
memory requirements of diffusion models. With the rapid growth of the user
base and increasing concerns over data privacy, deploying large diffusion
models on edge devices such as smartphones and personal laptops has
become an important research direction for future Al deployment.

This work presents a Transformer-based diffusion model processor
optimized for edge Al inference. The proposed processor is specifically
optimized for emerging Transformer-based diffusion models and supports
classifier-free guidance inference, a technique that significantly improves
image generation quality. To address the substantial bandwidth and
memory demands of diffusion model inference, we propose both hardware
optimization and model compression techniques to effectively reduce
memory bandwidth requirements. In addition, this work adopts efficient
microscaling data format and further optimizes the datapath to overcome
on-chip memory bottlenecks. With these optimizations, the processor
can maintain high-quality image generation while significantly reducing
bandwidth and memory requirements, making it particularly suitable for
deployment in resource-constrained edge devices.

Fabricated in 16 nm FinFET technology, the processor achieves up to 7.37
TOPS of computational throughput and an energy efficiency of 4.99-11.64
TOPS/W, enabling high-quality image generation within 1.47-3.35
seconds. To further validate the proposed architecture, we built a real-time
demonstration system by integrating a custom-designed PCB with a Xilinx
ZCU102 SoC. Users can connect to the system through a custom interface
and experience real-time image generation by inputting text prompts and
diffusion parameters. Through the proposed processor and demonstration
system, this work demonstrates the feasibility of real-time image generation
on edge devices, providing a promising solution for the practical deployment
of image generative Al.
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Fig. 2 Real-time demonstration system.
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